
AutoBench: Comparing the Time Performance of Haskell Programs
Time Performance Figures

In this supplementary material we give larger versions of each of the time performance figures from the main article.

Figure 2. Graphs of results for the QuickSpec examples
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Figure 2 (continued). Graphs of results for the QuickSpec examples
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Figure 3. Graphs of results for append’s identity laws
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(a) Strictly-increasing lists

(b) Random lists

Figure 4. Graphs of results for merge sort and quicksort
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(c) Nearly sorted lists

(d) Sorted lists

Figure 4 (continued). Graphs of results for merge sort and quicksort
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(a) Random lists, no optimisation

(b) Random lists, O3 optimisation

Figure 5. Graphs of results for the sort function
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(a) Unfaithful and true list-based sieves

(b) True list- and p.q.-based sieves

Figure 6. Graphs of results for the sieve implementations


